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YA
DR® \Vhat we do

A Hybrid storage
A Unified

A PCle fabric



YA
DR® \What we do

2U STORAGE CONTROLLER

2U STORAGE CONTROLLER
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YA
DR® \Vhat we use

A OpenPOWER storage controllers

A SUSE Linux Enterprise (kernel 4.4.x LTS)

suse @ OpenPOWER

We adapt. i



YA
DR® \Vhat we need

A Need high performance low latency communication channel
A Available from kernel space

A Options:

APCle NTB
A Something on TCP
ARDMA



YA
DR® PCle NTB

A PCle over wire card
A Communication between controller and fabric
APLX PEX8734 switch
A 16 PCle lines

A No DMA support for NTB




BAR. RDMA

A Remote Direct Memory Access
A Low latency transport

A High throughput

ACPU o oad

Server - Initiator

Buffer Application

Server - Target

Application @

A InfiniBand, RoCE, iWARP

A Requires rNIC (RDMA enabled NIC)

RNIC

— e



YA
DR® RoCE

A RDMA over Converged Ethernet

A Use common Ethernet fabric

A InfiniBand frames encapsulated in Ethernet or UDP
A Requires lossless Ethernet (DCB)

AEEE 802.1Qbb i Priority based flow control



RoCE

EtherType indicates
that packet is RoCE
(i.e. next header is IB GRH)

o
>
L
|5
[+

EtherType indicateIs

that packet is IP
(i.e. next header is
IP)

kﬁ' dport number Indicates
ip.protocol_number that next header is IB.BTH
indicates that packet is UDP



YA
DR® \Vhat we had for PoC

A Mellanox ConnectX-2 adaptors

A PPC64le SLES 12SP2

A Tested with:
Ardma_server/rdma_client
Aib_* bw tools

A https://community.mellanox.com/docs/DOC-2086
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DR® How to usein kernel

A Communication management (RDMA CM)
Ardma/rdma_cm.h

A Establish channel between peers

A IB verbs
Ardmal/ib_verbs.h

A Perform data operations

A send/receive/read/write/atomic

11



DR® How to use: connection

Client

Server

rdma_create id()
rdma_resolve addr()
rdma_resolve route()
<prepare QP>

rdma_connect()

rdma_create id()

rdma_listen()

<prepare QP>

rdma_accept()
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DR® How to use: connection

A Before connect or accept the following needs to be done:

A Create protection domain (PD)

A Create send/receive completion queues (CQ)
A Create queue pairs (QP)

A Start polling for events

A Your are ready to go!
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DR® How to use: verbs

A Verbs define RDMA operation:

AIB_WR_RDMA_WRITE, IB.WR_SEND, IB_.WR_RDMA_READ,
IB_.WR_REG_MR, etc.

A Working with verbs:

A Prepare work request (WR)

A Assign memory buffers (DMA mapped)
A Post WR to QP

A Wait for work completion (WC)
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DR® How to use: memory registration

A RDMA memory must be registered:
A pin pages
A DMA map
A get remote key (rkey) and I/O virtual address (iova)

A rkey, iova, length are required to perform remote memory access
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DR® How to use: memory registration

A 4 different types
A Memory registration (MR)
A Fast memory registration (FMR)
A Memory window (MW)

A Fast memory registration mode (FRWR)
A Allocate MR, dma map, post IB_. WR_REG_MR
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A
DR® How to use: complete example

A krping project
A Kernel module

A Test multiple verbs (read/write/send/receive/invalidate)
A Several versions in the internet, current:

A https://github.com/larrystevenwise/krping

A works with 4.4+ kernels with some modifications
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https://github.com/larrystevenwise/krping

YA
DR® How to develop for RDMA?

A Need a way to develop and run tests:
A On laptop
A In virtual machines
A Separate hardware is not an option

A SR-IOV HCA may help here
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YA
DR® RXE

A Mellanox driver for software-only RoCE

A Works on every Ethernet card

A Including virtual machines (even virtio)

A Works with RDMA HCA on the same wire (I did not check)

A In mainline since 4.8
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YA . R
DR® R X E: | t O0s what

A Bad news

A We still on 4.4 from SLES 12SP2

A Good news:
A SP3 already has it backported!

A So far we can backport it on SP2é

W e

need.!
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YA
DR® RXE: backport

A Take sources from 4.10

A Most recent code similar to 4.4

A Make it compile on 4.4

A Test passed! (ib_* bw, rdma_server/rdma_client)

A Almost works, excepté
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YA )
DR® RXE works, excepte

A Krping does not work:
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YA ,
DR® RXE works, excepté

A Krping does not work:
A Caused by failed DMA mappings

A Need to use ib_dma_map* instead of dma_map_* functions

A A thin wrapper around dma_map_* that allows drivers to override
mapping behavior
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YA )
DR® RXE works, excepté

ACand6t map mor e tihdma nam paggf)a g e

A But can map same memory via ib_dma_map_single()

\Y

a
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YA

drivers/infiniband/

static

{

static

done:

u64 rxe_dma_map_single (struct
size t

sw/ rxe / rxe_dma.c

ib_device *dev, void *cpu_addr,

size,

enum dma_data_direction

WARN_(@Nvalid_dma_direction  (direction));

return  (uintptr t ) cpu_addr;

u64 rxe_dma_map_pagd struct ib_device *dev, struct page *page,
enum dma_data_direction  direction)

size t

u64 addr;

size,

WARN_@Nvalid_dma_direction  (direction));

if (offset + size > PAGE_SIZE) {
addr = DMA_BAD_ADDER,;
goto done;

}
addr = (uintptr_t )page_address
if (addr)

addr += offset;

return addr;

(page);

direction)

unsigned

long offset,
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YA

drivers/infiniband/ sw/ rxe / rxe_dma.c

static  u64 rxe_dma_map_single (struct ib_device

*dev,

void

*cpu_addr,

size t size, enumdma_data_direction

{
WARN_(@Nvalid_dma_direction  (direction));

return  (uintptr t ) cpu_addr;

static  u64 rxe_dma_map_pagé€ struct ib_device *dev,

u64 addr;
WARN_@Nvalid_dma_direction  (direction));

if

(offset + size > PAGE_SIZE) {
addr = DMA_BAD_ADDER,;
goto done;

addr = (uintptr_t ) page_address (page);

if (addr)
addr += offset;
done:
return addr;
}

struct

page *page,
size t size, enumdma_data_ direction

direction)

unsigned
direction)

long offset,
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YA )
DR® RXE works, excepté

ACandt map mor e tibhdma nam paggflage v
A But can map same memory region via ib_dma_map_single()
A This code is missing in 4.11+

A Just remove it J

a
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YA )
DR® RXE works, excepte
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YA )
DR® RXE works, excepté

A Writes larger than 1k are failing (error 24, RESPST_ERR_LENGTH)
Areads are fine

A responder moves to error state, requester got stuck
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YA
DR@®

A Simple test:
A 1k RDMA write

A 2k RDMA write

No. Time Source Destination Protocol  Length Info
3 0.081913 10.0.3.101 10.0.3.100 CM: ConnectRequest
4 0.086187 10.0.3.100 10.0.3.101 CM: ConnectReply

5 0.202151 10.0.3.101 10.0.3.100 CM: ReadyToUse

6 0.202171
7

8

9

0.0 0.0 Send Only QP=0x000011
0.202184 10.0.3.100 10.0.3.101 RRoCE 62 RC Acknowledge QP=0x000011
0.202236 10.0.3. 10.0.3 RDMA Write Only Immediate QP=0x000011
0.268380 0.0.3 0.0.3 Acknowledge QP=0x000011
10 2.312123 10.0.3.101 10.0.3.100 RRoCE 82 RC Send Only QP=0x000011
11 2.312150 10.0.3.100 10.0.3.101 RRoCE 62 RC Acknowledge QP=0x000011
12 2.312201 10.0.3.100 10.0.3.101 RRoCE 1098 RC RDMA Write First QP=0x000011
13 2.312203 10.0.3.100 10.0.3.101 RRoCE 1086 RC RDMA Write Last Immediate QP=0x000011
14 2.396112 10.0.3.100 10.0.3.101 RRoCE 1098 RC RDMA Write First QP=0x000011
15 2.396140 10.0.3.100 10.0.3.101 RRoCE 1086 RC RDMA Write Last Immediate QP=0x000011
16 4.545418 10.0.3.100 10.0.3.101 RRoCE 1098 RC RDMA Write First QP=0x000011
17 4.545448 10.0.3.100 10.0.3.101 RRoCE 1086 RC RDMA Write Last Immediate QP=0x000011



YA ,
DR® RXE works, excepté

A Writes larger than 1k are failing (error 24, RESPST_ERR_LENGTH)
Areads are fine
A responder moves to error state, requester got stuck

A affected writes larger than RMTU (1k/2k/4K)
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drivers/infiniband/ sw/ rxe / rxe_resp.c

static  enumresp_states check rkey (struct rxe_gp *qp, struct rxe_pkt_info
{
/* A lot of lines skipped here... */
if (pkt ->mask & RXE_WRITE_MASK) {
if (resid > mtu){
if (pktlen != mtu || bth_pad (pkt)){
state = RESPST_ERR_LENGTH;
goto err;

}

gp- >resp.resid = mitu;
} else {
if (pktlen != resid ){
state = RESPST_ERR_LENGTH;
goto err;
}
if  (( bth_pad (pkt)!=( 0x3 & (-resid )))){
[* This case may not be exactly that
* but nothing else fits.

J
state = RESPST_ERR_LENGTH;
goto err,

}
}
} /* The end is skipped as well */

*pkt )
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drivers/infiniband/ sw/ rxe / rxe_resp.c

static  enumresp_states check rkey (struct rxe_gp *qp, struct rxe_pkt_info
{
/* A lot of lines skipped here... */
if (pkt ->mask & RXE_WRITE_MASK) {
if (resid > mtu){
if (pktlen != mtu || bth_pad (pkt)){
state = RESPST_ERR_LENGTH;
goto err;

gp- >resp.resid = mitu;

t=Tesid ){
state = RESPST_ERR_LENGTH;
goto err;

(p

if  (( bth_pad (pkt)!=( 0x3 & (-resid )))){
[* This case may not be exactly that
* but nothing else fits.

J
state = RESPST_ERR_LENGTH;
goto err,

}
}
} /* The end is skipped as well */

*pkt )
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YA
DR@®

A Fixed in 4.12+

From d52418502e288b5c7e9e2e6¢flde5f1d3d79d2el Mon Sep 17 00:00:00 2001
From: Johannes Thumshirn < jthumshirn@suse.de >

Date: Thu, 6 Apr 2017 14:49:44 +0200

Subject: IB/  rxe : Don't clamp residual length to mtu

diff  -- git a/drivers/ infiniband  / sw/ rxe / rxe_resp.c  b/drivers/ infiniband
index ecll1a9c..2303976 100644
--- aldrivers/ _infiniband /sw/ rxe/ rxe resp.c
+++ b/ drivers/ _infinibband / sw/ rxe / rxe resp.c
@@ 481,8 +481,6 @@ static enum resp_states check_rkey (struct rxe_gp
state = RESPST_ERR_LENGTH,;
goto err;

}

- gp- >resp.resid = mitu;
}else {
if ( pktlen != resid ){
state = RESPST_ERR_LENGTH,;

/ swl rxe / rxe_resp.c

*ap,
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https://git.kernel.org/pub/scm/linux/kernel/git/torvalds/linux.git/tree/drivers/infiniband/sw/rxe/rxe_resp.c?id=4c33bd1926ccbfad362d22208c23cc045c5c82af
https://git.kernel.org/pub/scm/linux/kernel/git/torvalds/linux.git/tree/drivers/infiniband/sw/rxe/rxe_resp.c?id=4c33bd1926ccbfad362d22208c23cc045c5c82af
https://git.kernel.org/pub/scm/linux/kernel/git/torvalds/linux.git/tree/drivers/infiniband/sw/rxe/rxe_resp.c?id=4c33bd1926ccbfad362d22208c23cc045c5c82af
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https://git.kernel.org/pub/scm/linux/kernel/git/torvalds/linux.git/tree/drivers/infiniband/sw/rxe/rxe_resp.c?id=4c33bd1926ccbfad362d22208c23cc045c5c82af
https://git.kernel.org/pub/scm/linux/kernel/git/torvalds/linux.git/tree/drivers/infiniband/sw/rxe/rxe_resp.c?id=4c33bd1926ccbfad362d22208c23cc045c5c82af
https://git.kernel.org/pub/scm/linux/kernel/git/torvalds/linux.git/tree/drivers/infiniband/sw/rxe/rxe_resp.c?id=4c33bd1926ccbfad362d22208c23cc045c5c82af
https://git.kernel.org/pub/scm/linux/kernel/git/torvalds/linux.git/tree/drivers/infiniband/sw/rxe/rxe_resp.c?id=4c33bd1926ccbfad362d22208c23cc045c5c82af
https://git.kernel.org/pub/scm/linux/kernel/git/torvalds/linux.git/tree/drivers/infiniband/sw/rxe/rxe_resp.c?id=d52418502e288b5c7e9e2e6cf1de5f1d3d79d2e1
https://git.kernel.org/pub/scm/linux/kernel/git/torvalds/linux.git/tree/drivers/infiniband/sw/rxe/rxe_resp.c?id=d52418502e288b5c7e9e2e6cf1de5f1d3d79d2e1
https://git.kernel.org/pub/scm/linux/kernel/git/torvalds/linux.git/tree/drivers/infiniband/sw/rxe/rxe_resp.c?id=d52418502e288b5c7e9e2e6cf1de5f1d3d79d2e1
https://git.kernel.org/pub/scm/linux/kernel/git/torvalds/linux.git/tree/drivers/infiniband/sw/rxe/rxe_resp.c?id=d52418502e288b5c7e9e2e6cf1de5f1d3d79d2e1
https://git.kernel.org/pub/scm/linux/kernel/git/torvalds/linux.git/tree/drivers/infiniband/sw/rxe/rxe_resp.c?id=d52418502e288b5c7e9e2e6cf1de5f1d3d79d2e1
https://git.kernel.org/pub/scm/linux/kernel/git/torvalds/linux.git/tree/drivers/infiniband/sw/rxe/rxe_resp.c?id=d52418502e288b5c7e9e2e6cf1de5f1d3d79d2e1
https://git.kernel.org/pub/scm/linux/kernel/git/torvalds/linux.git/tree/drivers/infiniband/sw/rxe/rxe_resp.c?id=d52418502e288b5c7e9e2e6cf1de5f1d3d79d2e1
https://git.kernel.org/pub/scm/linux/kernel/git/torvalds/linux.git/tree/drivers/infiniband/sw/rxe/rxe_resp.c?id=d52418502e288b5c7e9e2e6cf1de5f1d3d79d2e1

YA
DR@®

A Simple test:
A 1k RDMA write

A 2k RDMA write

No. Time Source Destination Protocol Length Info

214.892918 10.0.3.101 10.0.3.100 CM: ConnectRequest

214.894570 10.0.3.100 10.0.3.101 CM: ConnectReply
214.954438 10.0.3.101 10.0.3.100 CM: ReadyToUse
. 954463 .0.3. .0.3. Send Only QP=0x000011
22 214.954479 10.0.3.100 10.0.3.101 RRoCE 62 RC Acknowledge QP=0x000011
23 214.954654 10.0.3.100 10.0.3.101 RRoCE 1098 RC RDMA Write First QP=0x000011
24 214.954681 10.0.3.100 10.0.3.101 RRoCE 1086 RC RDMA Write Last Immediate QP=0x000011
25 214.955231 10.0.3.101 10.0.3.100 RRoCE 62 RC Acknowledge QP=0x000011
26 214.955236 10.0.3.101 10.0.3.100 RRoCE 82 RC Send Only QP=0x000011
27 214.955241 10.0.3.100 10.0.3.101 RRoCE 62 RC Acknowledge QP=0x000011
28 214.955279 10.0.3.100 10.0.3.101 RRoCE 1098 RC RDMA Write First QP=0x000011
29 214.955282 10.0.3.100 10.0.3.101 RRoCE 1086 RC RDMA Write Last Immediate QP=0x000011
214.955785 0.3 0.3 Acknowledge QP=0x000011
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Age

2017-08-28
2017-08-28
2017-08-28
2017-08-28
2017-08-28
2017-08-28
2017-08-28
2017-08-28
2017-08-28
2017-08-28
2017-08-28
2017-08-24
2017-08-18
2017-08-18
2017-07-24
2017-07-24
2017-07-24
2017-07-24
2017-07-24
2017-07-18
2017-07-17
2017-07-17
2017-07-12

YA
DR@® RXE: some more to backporte

Commit message (Expand)

IB/rxe:
IB/rxe:
IB/rxe:
IB/rxe:
IB/rxe:
IB/rxe:
IB/rxe:
IB/rxe:
IB/rxe:
IB/rxe:
IB/rxe:
IB/rxe:
IB/rxe:
IB/rxe:
IB/rxe:
IB/rxe:
IB/rxe:
IB/rxe:
IB/rxe:
Merge tag 'for-linus' of git://git.kernel.org/pub/scm/linux/kernel/git/dledfo...
IB/rxe:
IB/rxe:

IB/rxe

Handle NETDEV_CHANGE events

Avoid ICRC errors by copying into the skb first
Another fix for broken receive queue draining
Remove unneeded initialization in prepare6()

Fix up rxe_qp_cleanup()

Add dst_clone() in prepare_ipv6_hdr()

Fix destination cache for IPv6

Fix up the responder's find_resources() function
Remove dangling prototype

Disable completion upcalls when a CQ is destroyed
Move refcounting earlier in rxe_send()

Make rxe_counter_name static

Remove unneeded check

Convert pr_info to pr_warn

Constify static rxe_vm_ops

Use __func__ to print function's name

Use DEVICE_ATTR_RO macro to show parent field
Prefer 'unsigned int' to bare use of 'unsigned'

Use "foo *bar" instead of "foo * bar"

Set dma_mask and coherent_dma_mask
Fix kernel panic from skb destructor

: do not copy extra stack memory to skb

Author
&) Andrew Boyer
£ Andrew Boyer
&) Andrew Boyer
&) Andrew Boyer
) Andrew Boyer
&) Andrew Boyer
&) Andrew Boyer
&) Andrew Boyer
&) Andrew Boyer
&) Andrew Boyer
&) Andrew Boyer
Kamal Heib
Yuval Shaia
Yuval Shaia
¥ Kamal Heib
Kamal Heib
) Kamal Heib
~ Kamal Heib
) Kamal Heib
" Linus Torvalds
“Jyonatanc
Yonatan Cohen
Kees Cook

Files

e @ I N e I I S S L e e

e =S
w

Lines
-1/4+6
-6/+6
-1/43
-1/+1
-7/+2
-1/41
-1/4+7
-1/41
-2/+0
-0/+24
-3/+5
-1/+1
-5/+0
-1/+1
-1/41
-5/4+5
-3/+3
-3/+3
-1/+1
-290/+366
-0/+2
-0/+3

-1/+3
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YA )
DR® RXE works, excepté

A It does not send error response to the requester
A responder moves to error state
Arequester get stuck waiting for response

Afor several types of errors
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YA | .
DR® Example: read invalid MR

143 13.673404 10.0.3.101 10.0.3.100 RRoCE 82 RC Send Only QP=0x000011

144 13.673434 10.0.3.100 10.0.3.101 RRoCE 62 RC Acknowledge QP=0x000011

146 15.823286 10.0.3.100 10.0.3.101 RRoCE 74 RC RDMA Read Request QP=0x000011
147 17.975418 10.0.3.100 10.0.3.101 RRoCE 74 RC RDMA Read Request QP=0x000011
148 20.136010 10.0.3.100 10.0.3.101 RRoCE 74 RC RDMA Read Request QP=0x000011
149 22.287033 10.0.3.100 10.0.3.101 RRoCE 74 RC RDMA Read Request QP=0x000011
150 24.453816 10.0.3.100 10.0.3.101 RRoCE 74 RC RDMA Read Request QP=0x000011
151 26.599277 10.0.3.100 10.0.3.101 RRoCE 74 RC RDMA Read Request QP=0x000011
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drivers/infiniband/ sw/ rxe / rxe_resp.c

int rxe_responder (void *arg)
{
[* lines skipped */
case RESPST_ERR_RNR:
if  (gp_type (gp) == IB_QPT_RC) {
[*RC - classB*
send_ack(qgp, pkt, AETH_RNR_NAK | (~AETH_TYPE_MASK &
qp- >attr.min_rnr_timer ), pkt->psn);
} else {
/* not related to RC */
}
state = RESPST_CLEANUP;
break ;

case RESPST_ERR_RKEY_VIOLATION:
it (gp_type (gp) == IB_QPT_RC) {
[* Class C */
do_class_ac_error (qp, AETH_NAK REM_ACC _ERMB3_WC_REM_ACCESS_ERR);
state = RESPST_COMPLETE;
} else {
/* not related to RC */
}
break ;
/* lines skipped */
}
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drivers/infiniband/ sw/ rxe / rxe_resp.c

int rxe_responder (void *arg)

{
[* lines skipped */
case RESPST_ERR_RNR:
if  (gp_type (

- class B */
send_ack(qgp, pkt, AETH_RNR_NAK | (~AETH_TYPE_MASK
qp- >attr.min_rnr_timer ), pkt->psn);

} else {
/* not related to RC */
}
state = RESPST_CLEANUP;
break ;

case RESPST_ERR_RKEY_VIOLATION:
it (gp_type (qp) == 1B QPT _RC){
* SC*
do_class_ac_error (qp, AETH_NAK REM_ACC_ERMB_WC_REM_ACCESS_ERR);
ESPST_COMPLETE;

} else {
/* not related to RC */
}
break ;
/* lines skipped */
}



YA ,
DR® RXE works, excepté

A It does not send error response to the requester
A responder moves to error state
Arequester get stuck waiting for response
Afor several types of errors

A sending NACK with error code works fine
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YA
DR® Example: read invalid MR T fixed!
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